Cyclic Architectures in UML
Techletter Nr. 2

What is a Techletter? Well actually nothing more than a newsletter, just that the
content mainly focusses on technical items in the UML and in embedded systems
with limited resources. This Techletter focusses on modeling cyclic embedded
systems with help of UML

Architecture
What’s that?
Software needs an architecture, just like houses.
No sane Architect that designs buildings would
say: “Well, just start building then I’ll look what I
can draw in the meantime”.
In software this seems to be no problem. Lots of
software developers just start coding and worry
themselves later (or not at all) about how the
several parts must be glued together. Although
wrong it is sometimes very understandable since
the development tools that most software developers use does not really support the definition of
an architecture.
Architecture is (but not only) the conception of
the structure of the application. How do I divide
my software in manageable parts that fulfill requirements that there are on speed, efficiency,
reliability and so on. But not only the static structure is part of the architecture, also dynamic
behavior is an important part.
Building architects use tools that not only help
them taking architecture decisions but also help
to follow design rules and design patterns.
For designing and building software there are
modern design tools like UML Tools. We also have
design rules (that can be monitored by the tools
we use) and design patterns that help us solve
common problems.
The UML knows a lot of diagrams. Most of those
diagrams are used to define structures or communications. Only 3 diagrams are used to describe
behavior.
One of these 3 is the Use-Case Diagram, which is
very abstract and very difficult to use for the
practical software engineer.
The other 2 are the state diagram and the activity
diagram. The most used diagram is probably the
state diagram, unfortunately it is often used in a
wrong way and for the wrong purpose. In this
techletter we will try to clarify the difference and
give a practical example. The theoretical background to this techletter can be found in Embedded Software Engineering Report Nr. 31 under
www.willert.de/newsletter by Andreas Willert.

Architecture Design
Every project, embedded or not, needs an architecture. Although many developers do not consciously think about their architecture, every program has one.
Many designs have an architecture that is enforced by the general architecture or just by what
one is used to have on previous projects.
But what should be used when specifying the
architecture is the nature of the application. How
fast does it need to respond?

Application types
Computer applications have different characteristics. I use the word computer here because
this is not something that is limited to embedded
applications. Consider a database application
versus an application that drives a LCD display
with some menu’s versus a control loop application that drives an engine. The first is data
centric with almost no behavior, the next can
easily be programmed using a state-machine, the
latter is more difficult to program. Control loop
algorithms often need a constant time base and
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some loop that calls the algorithm in a time controlled way. These systems are mostly constructed
with the help of a main loop.
Is it possible to use modeling tools for all types of
applications? Off course it is. The question is what
modeling tools are used. For database applications
there are often proprietary editors that help
designing the database and it’s access. For statemachines there are quite a few tools available
that help generating state-machine code from
graphical state-charts. And for control loops there
are tools like Matlab® from The MathWorks that
generate optimized code from diagrams.
Most of the tools mentioned previous have one big
disadvantage: They are proprietary. Once you use
them, you are locked in the system. The more
software you design with these tools, the harder it
will be to change the development method.
Contrary to that, the UML is a standard, it was
developed by Rational in the nineties of the last
century but the standard is now in the hands of
the OMG, the Object Management Group which is
an independent organization that manages
multiple standards, like UML, SysML and CORBA.
The UML is a common graphical language, which
allows modeling of all types of applications.

Synchronous or Asynchronous?
One of the design decisions to be taken is if
communication is to be done synchronously or
asynchronously. Synchronously means communication with function calls, asynchronously uses
OS Messages to communicate. This can be compared with human communication by telephone or
by eMail. You can call somebody and get a direct
response, you can ask him/her a question and
receive a direct answer. When you send an eMail,
an answer is mostly not right away. And if there is
no kind of “read-confirmation” (which is very unpolite by the way...) you never know if your
message is arrived or not.

State-Charts
The UML has three different diagrams that describe behavior. Use-Case Diagrams, State-charts
and Activity Diagrams. We leave out the Use-Case
Diagrams because they only describe behavior in
text and no code can be generated from them.
State-charts are used in application that have
state-behavior. That means that the behavior can

be divided in disjoint sets. For instance a lamp
can be in two states: “off” and “on”.
So this is the state-chart of this lamp. Let’s take a
closer look at it. There are (as expected) 2 states,
off and on. There is a default transition (The
arrow from the dot) that indicates the starting
state when the object is created.
From both states there are arrows with some text
written right next to it.
The text has the following syntax:
trigger[guard]/action

Trigger
A trigger is some kind of event
(Wikipedia: a notable occurrence at a particular point in
time) where the state-machine
responses to. There are 4 kinds
of events defined in the UML
- Call Event, a function call, this is a synchronous
event, its actions are executed immediately.
- Change Event, a variable has changed, a boolean
expression that as soon as it delivers TRUE will
fire the trigger to execute.
- Signal Event, a OS message. This is the wellknown UML event. An event can be sent to an
object, it is stored in an event queue and
executed as soon as it is fetched from the
queue.
- Time Event, a timer expired. A timer event,
written as tm(TimeInMs). A timer is started and
as soon as it expires the transition is taken.
All asynchronous triggers are handled by an event
queue. So when a timer expires, what happens
really is that actually an event is generated that
will be added to the object’s event queue.

Guard
Guards are expressions that must
evaluate to TRUE before the transition can be taken.
Guards in state-charts are often used
in a wrong way. This happens mostly
when they are used to just draw
functionality as analysis or design
and the implementation is done “old-school” by
hand.
In this case, state-charts are often drawn with
just guards. The user then assumes the transition
will be taken WHEN the guard evaluates to TRUE.
This is not correct, the transition will be taken IF
the guard evaluates to TRUE. The evaluation will
be done ONLY after there was an event that
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triggered the transition. If there is no trigger in
the transition then the guard will be evaluated
only once, directly after entering the state.
In the example state-chart there is only a guard
[isReady()] After starting the state-machine, the
guard will be evaluated at once. When it
evaluates to FALSE, the state-machine will stay in
the “Off” state forever. When it evaluates to TRUE
it will move to the “On” state.
The correct implementation would be to use a
“change-event”. Now that is something that is not
really implemented. Also the UML forgot to specify
the exact conditions for how and how fast this
change event must be polled. In Rhapsody for
instance, “change events” are not implemented at
all. If “change events” are implemented then a
polling frequency has been selected by the
underlying framework. We’ll see later that statecharts cannot always be used, even if something
looks like a state-chart.

Action
Action is what is being
executed when the transition is
taken. Actions are “run-tocompletion” which means they
are fully executed before a
new trigger is accepted.
Actions can be connected to the
transition, but there are more places they can
occur:
- “Action on Entry”, this will be executed when a
state is entered.
- “Action on Exit”, this will be executed when
leaving the state
- “Action in State”, or “Reaction in State”, is
executed when a trigger arrives but the state
should not be left.
- “do Actions”, are executed as long as the object
is inside the state. Also not really specified how
and how fast this should be done.
- “Transition Action”, the action that is executed
when a transition is taken.

Events, Signals etc.
There are lots of name clashes between the
different domains about the exact meaning of

“signal”, “event”, “trigger” etc.
Ask two persons what a signal is and you’ll get two
different answers. In automotive technology a
signal is mostly an analogue value that is available
on some wire or input clamp. This stems from the
fact that these clamps were standardized in the
early days of car electronics.
In the UML however, a signal is some kind a
asynchronous event that can occur. Reason enough
to be very careful when using words like Event,
Signal and Trigger in daily communication.

Activity diagrams
Next to state-diagrams this is also a behavior
diagram within the UML. They have in common
that they both describe “THE” behavior of a class.
The kind of behavior they describe, however, is
different than that of state-charts. Activity
diagrams have activities. They may look like
states but the meaning is very different. An
activity is being executed and when it is finished,
the next activity will be executed. There is no
waiting for triggers in
between. Actions can
be displayed with the
action in it but with
“Display Options” it is
possible to switch to
displaying the
description only. This
adds to the
understandability of the
diagram. Instead of reading
cryptic ‘C’-statements you
can write useful comment
on what’s really happening.
Actions are connected
using transitions. To create
branches in the flow there
are decision nodes. They
have one entry point and
multiple exits. All exits can have “guards” to
them. The guards are evaluated and as son as a
guard evaluates to TRUE
the path is taken. With
activity diagrams it is
possible to describe the
exact flow of the
program. In Rhapsody,
activity diagrams are
implemented as statecharts. This is not
incorrect but is not really useful when used in a
real-time environment.
It is also possible to
describe function
behavior with
activity diagrams,
sometimes these
diagrams are called
“flow-charts” then.
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to be called in a cyclic way.

State-Charts vs Activity Diagrams
Now it is very interesting
to see when which
diagram is used. As
already said before, statecharts are often used in a
wrong way. But even if we
tweak the environment to
“mis-use” state-charts so
that they are called
cyclic, there are still some
issues with the usage of state-machines in cyclic
environments.
Consider the following problem statement.
Software must be made to control the buttons on
a computer monitor.
The monitor has three buttons marked “mode”,
“up” and “down”. With “mode” you can switch
between setting the contrast and setting the
brightness, with “up” and “down” you
respectively increase or decrease the chosen unit.
So far so good, the word “mode” already suggest
you should use a state-chart for that. This is
where you come up with.

This is a good state-chart. Unfortunately, the rest
of the system is programmed in a polling, cyclic
way. So you change the model to be used in that
way. You also tweak the underlying run-time
system (the Framework) to allow the state-chart

Like this. The events have been replaced with
guards. As already said, normally this would not
work because of how UML state-charts (also know
as Harel state-charts) are conceived. But we have
adapted our framework to poll the state-machine
every 100mS so this should work. Should it really?
It is now possible that within this 100mS both the
“mode” button and the “down” button were
pressed. There is no way of determining which
one was first. So for a correct usage we should
give priorities to the “signals” (The word “signals”
is used in an automotive way now) So we need to
test first if the “mode” Button was pressed and
then we test the “up” and “down” buttons. To do
this in a state-chart is quite complex. This can be
read in the Embedded Software Engineering
Report Nr. 31. There you can see that the resulting
diagram has close resemblance with an activity
diagram. Which is correctly.

A state-chart is a state-chart while it has non
visible logic and a event queue behind it. When
this is not there and you operate in a polled
environment, the temptation of using a statechart should be suppressed. The object’s state
cannot be determined without checking all the
input signals. So in fact the object is not in a state
and a state-machine is the wrong diagram.
How it should be done, is shown in the flow-chart
above. This is a function that can be called cyclic
and then checks every “signal” with regard to its
priority.
It would be nice if a behavior like that was
defined and integrated in the UML. Since this is
not the case we present a way to model it in a
UML model so that the used method is:
- Understandable for everyone
- Expandable in an easy manner
- Efficient like always needed on small embedded
systems.
The next chapter describes a demonstration
model where we will be using the described
techniques. Feel free to download and use in your
own application.
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The model “Seesaw”
To describe all this in theory might be nice but a
practical example will clarify this Techletter much
better. Off course the UML Model can be
downloaded from http://www.umlforum.de as
usual.
A seesaw is equipped with two ventilators one at
each side. The ventilators are controlled by PWM
and the angle is measured with the ADC function.
The PI(D) control loop was generated with The
MathWorks MatLab Simulink Embedded Coder and
is just parametrized and called by Rhapsody.

Here is a model of the controller loop. The AD
values are mapped to degrees and for the
ventilator the values are converted to PWM values
according to the below table.

The model displayed here is made with IBM
Rational’s Rhapsody. It contains a number of Best
Practice techniques or design patterns to improve
the modeling of this category of embedded
systems.

- Publisher Subscriber, a design pattern that
allows the reversing of the control flow in a
model. When using this, hardware dependent
objects do not need knowledge about the
application itself.
Here is a picture of the Seesaw. The device works
quite simple, the 2 ventilators are blowing in
opposite directions, the speed is controlled by the
PWM.
The software runs on a Keil LPC1700 Board. It
contains an ARM
Cortex M3 CPU
from NXP, Compiler
is the Keil/ARM
MDK using
MicroVision. The
RTOS used is
Willert’s OO-RTX
single threaded
UML based RTOS

- Interfaces, also needed to build hardware independent models. Instead of directly programming the objects, the interface definition is
being created first.
- Layered Model Structure, a 4 layer model increases overview, increases changeability and
only marginally increases the work related with
building the model.
- Hardware Independency, as already said, it is
vital to create models that are able to run on
multiple platforms. The ability to test a model
on a PC is very underestimated.

A Rhapsody Object
is responsible for
setting the desired
angle, this is transferred to a global variable that
the MatLab function uses to calculate the
controller loop values.

- Global Data Mirroring, when writing data that is
being read by an interrupt routine or some other
routine that has no direct connection to the
writer has to be written with respect to the
reader. When the writing of data cannot be done
in an uninterruptible time segment, problems
are pre-programmed. In this model a method is
shown to prevent these problems without using
heavy interrupt locks.
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The model is called “CyclicArchitecture”. It is a
simple application that has two functions (usecases) that are called in a cyclic way.
This is the Model Browser for this model. On top
level there is only one diagram that gives an
overview of the used packages. This keeps the
model tidy and easy to understand.
It is important that there are links in the top level
view so that there is easy access to the rest of the
model.
So a right klick on every model element should
give a “Main Diagram” under the “Navigation”
menu item.
Main Diagrams can be set in the “General” Tab of
the feature window of almost every model
element.

functions that are packed in sub packages. It is
good to define packages for different things.

It is very important that this is done very carefully. Modeling is different from programming. The
crucial point is that the model must contain all
information to help others (and yourself)
understand how and why certain decisions were
made.
So the model has following packages that have
their own specific missions.
- TypesPkg,
contains all the types that are used. It is a good
habit to define your own types for everything
and not use the standard types like “int” etc.
- ApplicationPkg,
the actual application. Contains the cyclic

- CtrlLoop_Pkg
contains the classes that build the control loop
mechanism. This one is modeled with UML but
could also be some external function that was
modeled with MatLab Simulink or some other
tool.
- Measurement_Pkg,
the package that contains the class that polls a
sensor cyclic.
- DriverPkg,
has a sub package for every supported hardware
type. Contains everything that is environment
dependent. The use of interfaces and publishersubscriber allow us to use this package without
any knowledge of the ApplicationPkg
- LPC1700_Pkg,
the application is build so that it runs on the
standard Willert Software Tools Demo Board. The
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Keil/ARM LPC1700. The board has an ARM Cortex
M3 from NXP
- PC_Pkg,
as stated before, the model is build so that it
runs on a PC. This greatly sim-plifies testing and
debugging.
- ArchitecturePkg,
contains the classes that are used to implement
architecture stuff, like publisher-subscriber and
the Scheduler. Publisher-Subscriber is a DesignPattern. It is explained in a separate TechLetter!
This is how the browser tree looks like when
opening all available packages.
Let’s take a closer look at the application
package. The application itself is very simple and
contains a very simple class that controls if a
motor is running forward or backward. To simulate
that a lot of data needs to be transferred, we
write 2 variables, “speed” and “direction”. After
writing the variables the pointer to the active
dataset is being set to the newly written data.
Simple but very effective!
// toggle index ( 0->1, 1->0)
me->index = C_CtrlLoop_getDataIndex(
me->itsC_CtrlLoop );
me->index = (me->index + 1) % 2;
// write new data in free data object
me->itsC_CtrlLoop->
itsC_CtrlLoopData[me->index]->
direction = direction_backward;
me->itsC_CtrlLoop->
itsC_CtrlLoopData[me->index]->
speed
= 500;
// switch data array index regler
C_CtrlLoop_setDataIndex( me->itsC_CtrlLoop,
me->index );

Next there are 2 cyclic applications, CtrlLoop and
Measurement. These must be called cyclic to
allow them to work.
Our system works with ticks, There is a Class that
manages the ticks and other classes can subscribe
to that “Scheduler” Class. They subscribe with a
tick number, that means that they want to called
every “n-th” tick.

The runtime diagram shows how the model is
constructed when running on the target.The
Scheduler Object has the schedule function, it’s
behavior is modeled in a flow-chart.

The scheduler has a schedule function that must
be called every tick.
The model of this example contains 2 implementations, one for a PC using a state-chart with
a 100mS loop, the other for ARM Cortex M3
hardware that uses a hardware timer that fires
every 100mS
The scheduling function contains the following
path:
The ticks are incremented. Then the list of subscribers is walked through. For every subscriber a
check is made if the tick matches the pre-defined
tick interval. If yes, the subscribers function is
called, otherwise it is ignored.
In this way, cyclic functions can be modeled in a
simple and elegant way.
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The variable names in the model are derived from
the names in this Control Loop Model.

The MatLab Simulink Embedded Coder generated
files are included in the model as Component
Files. Another possibility would have been to
reverse engineer them, this is a bit more
complicated.
Also included in this way is glcd, the Keil graphics
library. The model is enhanced with a part that
brings the Control Loop information in the display
of the board.

This is the content of the LPC1700 Package. It
contains all used hardware. Modeling a Cortex
ARM is very easy, the interrupt system allows a
seamless integration in a UML Model.
There is a list of devices with standard names
(TIMER0, ADC, PWM, etc). These all have interrupt
functions that are named <DEVICE>_IRQHandler. If
not user defined a library routine is linked that
will lead the interrupt in an endless loop to enable
Watchdog take-over.
If, however, the user defines his own function, this
is the one taken. In UML it is easy to define a
singleton Object (So that there is no “me”
pointer) and to give that the name of the desired
device. Then assign a function to it with the name
IRQHandler and presto, the interrupt is there with
any trouble.
The startIRQ and stopIRQ function are used to
control when the interrupts are granted. This is
necessary because we cannot influence the
sequence of initialization in the UML. So
interrupts might already come when the handler
itself is not yet installed.

This was a brief explanation of how cyclic
architectures can be mixed with asynchronous
architectures. If you download the model from the
umlforum.de website, feel free to join the
discussion! Thanks for your attention!
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